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Take a look at the world map and it’s becoming a bit like an ongoing paint-by-numbers
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Grant Fritchey
Stephanie Herr
Steve Jones

Soon, a large number of US states will join in, led by the California Consumer Privacy Act

Kathi Kellenberger

(CCPA) which comes into play in January 2020. While a new Privacy Act failed at the last
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hurdle in Washington, 12 other states including Nevada, New Mexico, Texas, Illinois and
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New York all have their own legislation in the works which will see data privacy spread
from the west coast all the way to the east coast.
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Look a little deeper and much of the new legislation is following the example of the
GDPR. Phrases like ‘data breach notification’, ‘Data Protection Officer’, ‘data protection
impact assessment’ and ‘informed consent’ are becoming common parlance.
Rather than being a challenge for business, however, this presents an opportunity.
Align with one regulation like the GDPR, the CCPA, or India’s upcoming Personal Data
Protection Bill and you’re likely to be compliant or close to compliant with others that are
in play now or will be introduced in the future.
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Navigating the new
global data privacy
roadmap
{ matt hilbert

}

I

n May 2018, the GDPR brought in stricter
rules regarding the way the personal data
of European citizens could be collected,
processed and stored, and backed it with
potential fines of up to €20 million or 4% of
a company’s annual turnover.
A year on, it’s widely regarded as having been a success. Companies that do
business in Europe have upped their data privacy game, and the legislation has
been shown to have teeth with Google facing a fine of US$57 million from French
regulators for failing to comply.
Something else has happened too. Countries outside the EU have been looking over
the fence and many have either brought in similar legislation or are planning to do
so shortly. Partly, that’s been driven by the example set by the GDPR, but it’s also
down to concern over data breaches as well as the misuse of personal data.
As a result, businesses are facing a smorgasbord of data privacy legislation across
the globe that is further complicated by different countries and territories bringing
in their own variations.
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Eeny, meeny, miny, mo

that can be levied for failing to comply has also substantially
increased to R$50m (US$$12.5m) per infraction.

India’s new Personal Data Protection Bill is likely to come

Don’t forget the GDPR has its own peculiarities as well.

into force soon, for example, and broadly follows the GDPR in

Norway, Iceland and Lichtenstein, for example, are outside

terms of factors like informed consent, data audits and Data

the EU but inside the European Economic Area, so the data

Protection Impact Assessments. It also requires businesses

protection legislation in those countries was amended in July

to keep sensitive and critical personal data in India only, and a

2018 to incorporate the GDPR.

‘mirror copy’ of personal data processed inside or outside the
country also to be retained in India.

Similarly, the Azores, the Canary Islands, French Guiana,
Guadeloupe, Madeira, Martinique, Mayotte, Reunion and Saint

In Russia, a complex collection of strict laws apply and

Martin are dependent counties and territories of the EU. They

businesses are also required to locate the data center or

are therefore technically in the EU and every measure of the

server that is holding or processing data to be located inside
the country.

GDPR applies there too.

New Zealand has updated its 25 year old Privacy Act with

It’s not confined to countries, either. The California Consumer
Privacy Act becomes effective on January 1, 2020 and

the Privacy Bill which, while only having a maximum fine of

other US states are wanting to follow California’s example,

NZ$10,000 (US$6,500), aligns the country with elements of

with Connecticut, Hawaii, Illinois, Maryland, Massachusetts,

the GDPR like mandatory breach notifications and having a
lawful and necessary purpose for collecting data.

Nevada, New Jersey, New Mexico, New York, North Dakota,

In South America, Brazil’s General Data Protection Law

So even though the US is currently covered at a national level

Rhode Island and Texas all having proposed bills in the works.
by a patchwork of sector-specific laws, these new laws at a

(LGPD) comes into force in 2020 and it too follows the GDPR

state level will have a significant impact on any businesses

with a requirement for informed consent, the security of

handling the personal data of residents in those states.

personal data and breach notifications. The maximum fine

Data protection legislation around the world as of May 2019. In some countries like China, the law has
already changed. In others like Brazil, it’s about to change so businesses need to prepare for it now.
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A route map for compliance

give access only to individuals who have permission to view, modify
or delete personal data that is relevant to their job role. System
Administrator access for everyone, for example, is no longer

The changing data privacy landscape around the world has made many

acceptable because it exposes too much data and functionality to too

businesses realize that data has moved from a business asset to a

many people. Database owner privileges for everyone is also too wide.

business risk. Almost every business will now need to comply with
data legislation in some form or another, and many will have to comply

Businesses need to move to a least access methodology where

with multiple regulations. Fortunately, because data is now being

people are only allowed access to data that they should have, rather

protected in broadly similar ways across the globe, there are steps

than all of the information and stored procedures. This entails doing

businesses can take to be compliant wherever their customers are.

the work to set up the data appropriately, establishing the correct
security permissions, and ensuring the surface area on the systems

These break down neatly into four areas: understanding your data,

under management is protected and reduced.

protecting it, introducing DevOps to database development and, finally,
watching over your data.

This, however, may cause an issue because Redgate’s 2019 State

Understand your data

of Database DevOps Report revealed that 65% of organizations use

Identifying where your data is, what it is, and where the risk lies is the

production databases invariably contain personal data of the kind that

first consideration. This may sound easy, but data within businesses

needs to be protected and, therefore, restricted.

a copy of the production database in development and testing. Yet

tends to leak into lots of different places. By creating a record of every
database and every instance of it, you’ll gain a real understanding of

This is where data masking measures like pseudonymization,

where data is stored and processed, what copies of data exist, and

encryption, anonymization and aggregation should be adopted,

who has access to it.

preferably using a third party tool to ease the process. In this way,
copies of the production database can be provided that are truly

Some of the data will be standard personal data like names and

representative of the original and retain the referential integrity and

addresses, job titles and telephone numbers. Other data could be more

distribution characteristics.

sensitive like a person’s racial or ethnic origin, or details about health

Introduce DevOps to your data

or sexual orientation.

The 2018 Accelerate State of DevOps Report called out database

All of this data needs to be categorized with a taxonomy that can be

development for the first time as a key technical practice which can

used to differentiate between personal data and sensitive data. For

drive high performance in DevOps. This was timely because the

organizations which use SQL Server, Microsoft has created a useful

2019 Database DevOps Survey mentioned earlier also revealed that

taxonomy for SQL Server Management Studio 17.5. With a taxonomy

77% of application developers are now responsible for database

like this in place, columns can be tagged to identify what kind of data

development. This makes introducing DevOps ways of working to the

they contain, and therefore which columns need to be protected.

database easier, particularly if the tools used plug into and integrate
with the same infrastructure used for application development.

By comparing where data is and what kind of data it is, any risks will
become immediately apparent. Copies of the production

The first step is to encourage team-based development with

database may be in use in development and testing,

tools which can standardize code styles, making the

for example. A remote sales office could have

code base easier to understand, and perform static

a copy of a customer database which is

code analysis as code is written so that potential

open to every employee. Backups may not

problems are highlighted immediately.

be encrypted and could be in multiple
locations with no controls over access.

The next step is to version control the

All of these are of concern but, once

code, which is becoming standard practice

the risks are identified, they can be

in application development. This involves

addressed.

developers checking their changes into a

Protect your data

common repository during the development
process, sometimes at the end of each working
day, sometimes more frequently. As a direct result,

The key to protecting data is to consolidate

everyone has access to the latest version of the code,

its storage to as few locations as possible and
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Summary

one source of truth is maintained, and it’s always clear what
was changed, when it was changed, and who changed it. Having

New and updated data protection legislation is
now being proposed and introduced across the
globe. Rather than confusing the issue, however,
it has levelled the playing field for every business
worldwide. What applies in the EU will also now
largely apply in places like Brazil, China and
California.

version control in place also opens the doors to automating
parts of the development process to make it more reliable. Every
time a change is committed to version control, for example, a
continuous integration process can be triggered to test the
change and flag up any errors in the code.
Importantly, this aligns with data privacy requirements. It
automates onerous database development tasks, reduces
errors when changes are deployed, enables database updates
to be delivered in a consistent, repeatable and reliable way, and

So the way businesses are accustomed to
handling data has to change. Rather than being
able to collect and process what data they like,
when they like, there are now obligations for them
to limit their use of data to a specific purpose, and
keep it secure while they do so.

provides an audit trail of those changes which can be useful in
demonstrating compliance.

Watch over your data
Backing up databases and monitoring for performance issues
have always been an important part of database management
but new data privacy and protection requirements add extra

Businesses can make a good first step in ensuring
compliance with whatever legislation exists by
applying consistent practices to the way they
collect, protect, manage and monitor data.

concerns.
Businesses are expected to have the capability to restore the
availability and access to personal data, should any issues
occur, for example. That data should be accurate and up-to-date,
so backup and retention schedules may need to be tightened.
The schedules will also need to accommodate additional
requirements like data being held for no longer than is necessary.
Once the processing for which the data was collected is
complete, it will need to be deleted from the backup along with

WH IT EP APE R

the original database it was stored on.

The global data
privacy roadmap

While it is still important to monitor for issues such as queries

10 steps you can take to be compliant worldwide

having an unusual impact and growth trends, businesses are now
required to monitor and manage access, ensure data is available
and identifiable, and report when any breaches occur.
Compliant

They also need to know factors like what servers are online,

Database DevOps

whether unscheduled changes are occurring inside databases, if
tables or columns are being added or dropped, and if permissions

If you’d like a more complete picture of why and

are being altered.

how data protection legislation around the world
has changed, and the steps businesses can take to

Should a data breach occur, it becomes even more crucial,

be compliant, download Redgate’s whitepaper from

because businesses are obliged to describe the nature of the

www.red-gate.com/global-data-privacy-roadmap

breach, the categories and number of individuals concerned, the
likely consequences, and the measures to address it. This makes
an advanced monitoring solution a necessity in most cases,
in order to monitor the availability of servers and databases

Matt Hilbert is a Technology Writer at Redgate.

containing personal data, and be alerted to issues that could lead
to a data breach before it happens.
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OPINION

Is Google’s $57 million
GDPR fine a wakeup call
for every IT professional?
{ steve jones }

E

nforcement of the GDPR began in May 2018 and across the EU it seems to
have been a relatively quiet period, with few fines handed down for noncompliance. Indeed, most organizations probably think all of their preparations
have been worth the effort, and are well prepared for complaints from customers
or investigations by regulatory authorities.

That confidence may have been shaken with Google’s recent

The fine isn’t actually much for the tech giant – its parent

fine of $57 million for failing to comply with the GDPR. French

company, Alphabet, has annual revenues of over $100 billion.

regulators found that Google hadn’t gained the consent

But it will likely force Google to change the way it handles data,

needed for using certain data in personalizing ads, was not

and may also have implications for other tech companies of

clearly presenting information about how user data is handled

all sizes. Google is appealing the decision, and this will be

and stored, and made opting out of targeted advertising a

an interesting case to follow for data professionals since we

difficult process.

may need to ensure that we can comply with the final ruling.
Many of us right now view the data in our organizations as

What’s important here is that Google is a well-managed,

belonging to the business we work for, with free reign in how

profitable business with the resources and the people to

we handle, process and store it. That may change quickly if

address issues like complying with the GDPR. The company’s

the ruling is upheld.

compliance pages on its own website even say: Keeping users’
information safe, secure and private is among our highest

Most of the decisions about how companies deal with data

priorities at Google. If Google can be caught out, what about

are made by others, but data professionals often need to

the rest of us?

ensure that we comply with whatever rules our organizations
decide to follow. This means a number of practices must be
considered.
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At a high level, we need to know what data is affected by
the privacy regulations which are now being introduced in
countries as far apart as Brazil and India, and an increasing
number of US states. This requires that organizations have a
data catalog that allows them to track which data is sensitive
and must be handled carefully. Few organizations have a
comprehensive data catalog already, so this will be an area to
focus resources on during 2019.
Once we’re aware of where sensitive data is stored, we
must take steps to protect it throughout our organization.
Most companies have implemented security in their
production environments, but their data handling practices
in development and testing are often not the same. The
GDPR calls for anonymization, randomized data, encryption
and other protections, which data professionals will need

The thing is that introducing DevOps practices like version

to implement in a consistent manner throughout their IT

control, continuous integration and automation to database

infrastructure.

development also helps achieve compliance with data
protection regulations. By default, it streamlines and

Finally, accidents and malicious attacks will take place.

standardizes development, and provides an audit trail of

This means that every organization really needs a process

changes that are made. Organizations that adopt it can thus

to detect data loss and a plan for disclosing the issues

balance the desire to deliver value to customers faster with

to customers. Auditing of activity, forensic analysis and

the need to demonstrate compliance.

communication plans need to be developed, practiced and
distributed to employees who may be involved in security

There will undoubtedly be plenty of other fines in the future,

incidents.

not just through the GDPR, but the many similar regulations
emerging around the world such as the California Consumer

There may be other preparations needed and, the larger the

Privacy Act (CCPA) and New York’s SHIELD Act, as well as

company, the more work will be required. Tools are critical to

existing legislation like HIPAA and SOX. It’s worth following

ensuring this process can be completed in a timely manner,

the case with Google to see how stringently the regulations

both to save time and to show regulators that actions are

will be enforced, because it’s likely other regulations will take a

underway to better protect data. The more effort that is put

similar stance.

into achieving compliance, the less likely it is that regulators
will assess hefty fines like the one being faced by Google.

The world of data handling practices is changing and every

Under the GDPR, fines of up to €20 million or 4% of annual

organization needs to get used to better disclosure of

global turnover, whichever is higher, can be levied, so Google

practices, tooling for customers, and protection of the data

actually got off lightly.

assets they hold.

Interestingly, the key to compliance is already in play and
was called out in the latest Accelerate State of DevOps
Report from DORA. For the first time, it highlights database
development as a key technical practice which can drive
high performance in DevOps. It reveals that teams which do

Steve Jones is a Microsoft Data Platform

continuous delivery well use version control for database

MVP, the editor of SQLServerCentral.com, and
a frequent speaker at SQL Server events and
conferences. You can follow his latest thoughts
on his Voice of the DBA blog.

changes and manage them in the same way as changes
to the application. It also shows that integrating database
development into software delivery positively contributes to
performance, and changes to the database no longer slow
processes down or cause problems during deployments.
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ANALYSIS

Where do data
breaches come from?
{ kendra little }

10

Shift LEFT Issue 5

R

ecently I did a bit of
research on the source
of data breaches and in
this article, I’m going to
talk a bit about my current
favorite source for breach
information, and a bit of what
I learned.

The reports don’t claim to discover all data
breaches. After all, not all data breaches are
discovered, and those that are discovered aren’t
necessarily reported.
The 2018 report covers 53,000 incidents, defined
as A security event that compromises the integrity,
confidentiality or availability of an information
asset.
It also covers 2,216 breaches, which are defined as
An incident that results in the confirmed disclosure
— not just potential exposure — of data to an

Verizon publishes the Data
Breach Investigations
Report annually and the
latest report is the 11th
edition, so they’ve had some
practice. The free reports
are extremely well detailed
and, shockingly, they’re even
entertaining to read.
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unauthorized party.
These numbers (and the screenshots I’m sharing),
do NOT include breaches involving botnets.
Instead, the 43,000 successful accesses via stolen
credentials associated with botnets are handled in
a special insights section of the report.
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Are data breaches caused
mainly by insiders or
outsiders?

Who can a database
administrator trust?
For those internal actors involved in data breaches, my
first thought was, Well, so WHO WAS IT?

A colleague of mine mentioned that he’d recently seen
some numbers suggesting that data breaches were
mainly perpetuated by insiders to an organization — but
he hadn’t been able to track down the source of those
figures or substantiating data. With the number of data
breaches we see these days, that’s a pretty dark view of
employee-employer relationships!

That’s answered a couple pages later. While the exact
internal actors weren’t found for all of the reported data
breaches, analysis was done for 277 data breaches:
Top internal actor varieties in breaches
System admin

72

Here’s what the Verizon report shows in terms of who is
behind the breaches:

End-user

62
Other

62

Who’s behind the breaches?

Doctor or nurse

73%

Developer

32

perpetrated by outsiders

15
Manager

28%

9

involved internal actors

Executive

8

2%

Cashier

involved partners

Breaches

6

2%

featured multiple parties

50%

of breaches were carried out by organized
criminal groups

Finance

6
Human resources

0%

12%

5

20%

40%

60%

80%

100%

2018 Data Breach Investigations Report,
11th Edition, Verizon, page 9
As much as database administrators like to focus on
denying permissions to developers for production,
developers were much less likely to be involved in data
breaches than system admins. And who exactly are
system admins? Well, I’m guessing that includes … the
DBAs.

2018 Data Breach Investigations Report,
11th Edition, Verizon, page 5
These figures are regarding those confirmed data
breaches, not all security incidents. While 28% involve
internal actors, the bulk of data breaches are coming
from people outside the organization, finding their way
in by using malware or social attacks, or by exploiting
vulnerabilities created due to errors.

Awkward.
This is remarkable given that you don’t need production
access to cause a data breach. It’s a pretty normal
practice in an enterprise to make copies of production
data for use by analysts, developers, product managers,
marketing professionals, and others.
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Redgate’s 2018 State of Database DevOps Report, for
example, found that 67% of respondents use production
data in development, test, or QA Environments, and
that 57% of respondents reported that production data
should be masked when in use in these environments:

13

There are good reasons that production data is spread
around like this: performance is extremely difficult to
predict when testing with data that doesn’t have a very
similar distribution and similar size to production data,
for example.

Do you use production data in

But after many years of working in IT, I know that most
often this data is not modified or masked after being
duplicated. These environments tend to be far less
secure than production environments, and they are a
very rich target for data breaches - even if it’s not the
developers themselves intentionally causing the data
breach.

your development, test or QA
environments?
67% Yes
28% No
5% Not sure

That’s worrying, given that the rise of malware and
social attacks means that all environments in an
enterprise can be the source of a data breach. And
perhaps a sign that more attention should be given to
introducing measures to prevent such breaches.

14

57% Yes
33% No

Kendra Little is a Microsoft Certified Master,

10% Not sure

a Microsoft Data Platform MVP, and a Redgate
DevOps Evangelist. You can find her online at
littlekendra.com.

The 2018 State of Database DevOps, Redgate, page 12
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Why you need an
incident response plan
and how to get started
{ steve soper }

M

any organizations have taken a more

Part of the problem is the time it takes – several

proactive approach to IT security rather

months or more in many cases – to detect

than waiting for something bad to happen.

an attack. This extended period of dwell time

Recognizing the immense cost of a data breach

enables hackers who have already compromised

(an average of $3.86 million according to the

a network to identify and exploit more

Ponemon Institute’s 2018 Cost of a Data Breach

vulnerabilities, move across the network, and

Study) and the time it takes to contain a breach

steal, delete and lock down data. As a result,

(an average of 69 days), these organizations

the threat becomes more difficult to eliminate

follow best practices and deploy security tools

and the recovery process becomes more

that reduce the risk related to malware, zero-day

complicated and expensive.

exploits and other threats.
This is why every organization, regardless of
But that’s not enough. Security investments

how sophisticated their IT security tools may

are critical, but you still need to operate under

be, needs an incident response plan. Incident

the assumption that a data breach will happen.

response refers to the steps taken after a data

When it does, preparation and communications

breach to minimize damage and resume normal

are just as important as any tools you may

business operations as quickly as possible. No

have for maintaining business continuity and

longer simply an IT security discipline, incident

restoring critical data, applications and systems.

response has become a strategic business

Without such planning, an organization could

discipline.

suffer irreparable damage.
There are six general steps to creating an
incident response plan.
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1

2

Assign roles and
responsibilities

Prioritize business
functions and define
acceptable risk

Someone needs to own the process of creating a
plan, communicating with all involved and delegating
responsibilities. This is not just an IT function.
An incident response plan typically requires input
from senior executives, legal, human resources,
compliance, IT consultants and public relations.

Shift LEFT Issue 5

Incidents involving high-value business functions that
are critical to operations should be the top priority
when responding to an incident. What capabilities
can you afford to be without, and for how long? If
multiple systems are down, in what order should they
be restored?
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3

4

Incident classification is typically based on urgency
and the level of risk – high, medium and low. For
example, a low-risk incident could mean someone
clicked on a potentially malicious link in an email.
However, if this incident isn’t thoroughly investigated
and documented, it could lead to a medium or high-

Once roles have been assigned, business functions have
been prioritized, and incidents have been classified, you
can lay out steps that need to be taken and by whom.
What is the reporting protocol? Who investigates and

Classify incidents

Determine detailed
response procedures

risk incident.

analyzes each type of incident? What actions are taken
based on the seriousness of the incident? What is the
incident response timeline? How are activities recorded
for future review? More detailed procedures translate to
less confusion and better decision-making.

6

5

Create a process for Establish an
assessment process
restoring systems
and removing threats

One of the most important parts of an incident response
plan is understanding what happened and taking
steps to prevent a repeat incident. What caused the
incident? Has that issue been addressed? Has the fix
been tested? Was the incident response plan effective
in terms of both technology and communication? Every
security incident is a learning experience – a potentially
painful one, but a learning experience nonetheless.

High-priority systems should be backed up, but your
staff need to understand how to access those backups.
Meanwhile, threats need to be quickly isolated to enable
remediation before they spread. This will allow you to
return to normal business operations.
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That’s not the end of it. Slow threat detection is often

The automated investigations feature uses advanced

caused by the high number of alerts generated by

inspection algorithms and analysis processes to assess

security systems that identify threats based on abnormal

alerts and immediately respond to breaches. This

behavior. Organizations typically err on the side of

significantly reduces the number of alerts that require

caution, choosing to deal with a high number of alerts

investigation by human security analysts. The platform

rather than risk missing a threat. But security teams can

also uses advanced hunting to enable security teams to

easily become bogged down chasing false positives,

track down potential threats, via a sophisticated search

which delays the analysis of alerts involving truly

and query tool and custom detection rules.

malicious threats.
While data breach prevention continues to be the top
At the same time, trivial-true positives, which involve

priority, organizations must assume that a breach will

alerts that are technically correct but not dangerous, can

happen, plan accordingly, and introduce a solution like

also drain security resources. In fact, it takes far longer

Windows Defender ATP to help minimize the impact of

to determine context and triage a trivial-true positive than

security incidents.

a false positive. Both create inefficiencies and add cost
to security operations and incident response.
This is where a security platform like Windows Defender
Advanced Threat Protection (ATP) comes into play, with
features that aid in incident response by improving the
speed and accuracy of threat detection, investigation and
remediation.

Steve Soper is a Microsoft Certified
Professional and the Founder and Principal of
AdaptivEdge, based in California, which provides
software consulting services to enterprise and
SMB customers. You can find out more about the
Microsoft Gold Partner at adaptivedge.com.

Windows Defender ATP endpoint detection and response
capabilities make it possible to detect attacks in near real
time, aggregate and prioritize alerts, and streamline the
investigation of threats. Data is organized and visually
represented in an Incidents queue and Alerts queue on a
dashboard so that security teams can quickly determine
which incidents and alerts require a response.
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DEEP DIVE

Enter data privacy.
Exit SQL Server 2008
{ james boother }

S

QL Server 2008 and SQL Server 2008 R2 are out of
extended support as of July 2019, but the end of bug fixes,
security updates and ongoing support has far-reaching data
privacy implications, as James Boother from Microsoft Gold
Partner, Coeo, explains.
Microsoft products typically have five years of
mainstream support, followed by five years of extended
support, all of which sounds great until you ask, what
happens next?
It’s a relevant question because, as of July 2019,
Microsoft no longer has an obligation to provide security
updates for SQL Server 2008 and SQL Server 2008 R2.
That’s despite the fact that at Coeo we’ve found over
30% of estates are currently running on SQL Server 2008
R2 or earlier.
Even though four newer versions of SQL Server have
been launched over the last decade, the popularity of
SQL Server 2008 R2 has endured for four main reasons:

Shift LEFT Issue 5
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•

Application compatibility – moving to a newer
version could mean updating far more than the
Microsoft data platform itself

•

SQL Server 2008 is good enough – companies find
that the server suits their needs and see no need to
switch over to a newer version

•

Upgrade cost and complexity – prior to end of life,
the cost and complexity of an upgrade may have
outweighed the benefits

•

Lack of knowledge or skills – some businesses
have been unable to move platforms due to a lack
of in-house knowledge.

Database DevOps

What are the risks of using
an unsupported platform?

What can I do now?
To ensure your organization remains supported, we
recommend following our proven methodology with the

Choosing to run applications on an unsupported platform

following four-step process:

carries several important risks that your organization must
consider, particularly at a time when compliance with data

1.

Identify – create an inventory of your organization’s

privacy legislation has moved from an IT issue to a major

estate and identify any SQL Server 2008 R2 (and earlier)

business concern.

workloads along with configuration, feature usage and
workload benchmarks.

Security

2.

With SQL Server 2008 and SQL Server 2008 R2 out of Extended

Plan – plan the migration of the workloads identified in
the first step. Determine the best migration approach for

Support, they will no longer receive security updates. Without

each workload.

patching vulnerabilities, your data will be at risk from cyber
attack. While physical security measures such as a firewall

3.

or anti-virus software may provide some protection, this is

Execute – put your plan into practice. Our team deliver
cloud migration projects with reduced risk, cost and

unlikely to be enough for most organizations to be confident,

complexity.

particularly if they are hosting sensitive data.
4.

Compliance

Optimize – if you move to Azure, you have a 3-year
window to upgrade or re-platform to optimize for
performance and deliver the best value for your Azure

With increased security risks comes the danger of becoming

investment. Our Dedicated Support team is currently

non-compliant. Many industry regulations and standards, such

helping customers with this ongoing activity.

as the GDPR and the Payment Card Industry Data Security
Standard (PCI), call for organizations to use supported
platforms.

You can find out more about how to ensure your company

Retailers accepting card or online payments, for example,

Support page at https://info.coeo.com/sql-server-2008.

remains supported by visiting the Coeo SQL Server 2008

are required to maintain vendor support and an inability to
demonstrate this could render them unable to process card
payments in line with their obligations. Non-compliance could
have real legal and financial implications for your business,
along with the risk of a loss of reputation or damaged
relationships with your customers.

James Boother is the Sales and Marketing

Financial costs

Director at Coeo, a Microsoft Gold Partner
providing consulting and managed services
for Microsoft data platform and analytics
technologies. Founded in 2007, Coeo is Europe’s
number one provider of database strategy for the
retail, finance and gaming industries

Maintaining unsupported platforms comes with a high price.
Microsoft generally discourages customers from running
out of support software by charging a premium for Extended
Security Updates to detract customers from this approach. In
the first year the annual cost of this is expected to be 75% of
the licence cost.

Compatibility
Organizations must maintain their software assets and
modernizing the underlying data platform is part of
this journey. Many organizations already use database
compatibility levels to mimic the behavior of down-level
versions to avoid code fixes required by more modern servers.
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VIEWPOINT

Protecting data
during development
{ kathi kellenberger }

In

the years before joining
Redgate, I was a SQL
Server database consultant.
I spent a lot of time doing
SQL Server health checks,
query tuning, and ETL
(extract, transform, and load)
development. Every customer
was different and getting to
the resources I needed to do
the job varied as well. I usually
had to remote into a server or
virtual workstation and work
with a development database.

Shift LEFT Issue 5

Providing databases for developers and database
professionals is not easy, and there are several
decisions to make. You must decide if all
members of the team will share a dev database
or if each member will have their own copy. Will
these databases reside on a development server
or will they live locally on developer workstations?
You may also have to provide databases for QA
and test. Even having enough disk storage for
all these databases, often including multiple
versions and backups, can be a challenge.
The data in the non-production databases should
resemble production data. Imagine a query that runs
blindingly fast on 100 rows of test data but is miserably
slow against production tables where millions of rows
are queried. Often the simplest thing to do is to give
developers backups of the production databases for
development. This becomes impossible as databases
approach terabyte sizes, but there is another issue.
Copies of production databases could contain sensitive
information that should be protected like names and
addresses, health insurance claims, or credit cards.
The developers should not see this data, and nightmare
scenarios like lost laptops holding private data happen all
too frequently.
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Private data given to developers must be obfuscated
in some way, and it must be obscured enough so that

developers to provision their own clones. These clones
take up a few megabytes of space on the developer’s

identities can’t be figured out by looking at clues in
the data and putting the pieces back together. And
protecting this data is not just a nice thing to do.
Regulations like GDPR and HIPAA as well as new or
proposed legislation in individual US states have steep
penalties for failing to protect private data. Database
administrators must have processes in place to protect
sensitive data and to make sure that it does not make
its way onto non-production servers.

workstation, and it just takes seconds to create the
clone once the image is in place. Working with the
clones is just like working with a regular database.
Everything can also be automated with PowerShell,
saving time and protecting the data after every sprint.
Providing data to developers is not easy unless you
have the proper tools. Technologies like database
cloning and masking can ensure that developers have
databases that resemble production but without the
sensitive data and without taking up a lot of precious
space or time. Protecting sensitive data is serious
business, but having the right tools can make it less
painful and more efficient.

I remember spending so much time pulling down
backup files and restoring databases after every sprint
a few years ago at some of my customer engagements.
I never seemed to have enough storage space on my
virtual desktops, either. It was quite the time-consuming
juggling act. Luckily, today there are some tools that can
help solve these problems like Redgate’s SQL Provision.
The DBAs can create masking sets to obfuscate
sensitive data, create an image, and then allow

Kathi Kellenberger is the Editor of Simple
Talk and a Microsoft Data Platform MVP. She has
worked with SQL Server for almost 20 years and
has authored, co-authored, or tech edited over a
dozen technical books.

CASE STUDY

How PASS
introduced Compliant
Database DevOps
{ rebecca edwards }

In

2018, the Professional Association for SQL
Server (PASS) was faced with the challenge
of putting into place the processes that would
enable it to comply with the GDPR as well as
upcoming legislation like the California Consumer
Privacy Act (CCPA) and New York’s SHIELD Act.
Each of the regulations affects any organization
that collects, processes and stores the data of
European, Californian and New York residents
respectively. Personally identifiable information
has be protected, access to it restricted, and
organizations have to demonstrate they have
made every effort to comply.
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With over 300,000 members and more than 250 local PASS

be provisioned

chapters around the world, PASS has a large database

in seconds and,

that is constantly being accessed and updated through its

importantly,

various websites. That database contains the very data the

also uses

new legislation is designed to protect.

Microsoft’s builtin virtualization

The IT team were already looking at how they could improve

technology to

the process for deploying changes to their database, and

reduce the size

meeting the new regulatory demands added another burden

of those copies

to their workload.

to around 40MB,

Their database development process was, like many

database.

even for a 1TB
organizations, slow and problematic. Small changes were
Working with Redgate, PASS introduced version control to

tested locally and in testing and staging environments, and
then reviewed before deploying to production. At each

the database development process, integrating the new tool

step, hand-rolled scripts were used, which posed a risk

with Team Foundation Server (TFS) which was already being

that breaking changes could make it through if there was a

used in application development. This stopped the merge

mistake.

conflicts that were happening previously, and Redgate tools

And then there was the issue with the new requirement to

scripts, transforming deployments from long, worrying

protect the privacy of personal data and restrict access to

evenings to a smooth, streamlined process.

were then used to automate the generation of migration

it. Like many developers, the team at PASS use a copy of
the production database in development to test proposed

Importantly, the team also decided to simplify the

changes against. Using a copy with a limited or anonymous

provisioning of database copies with SQL Provision.

dataset is possible, but inevitably means changes are tested

Developers can now test their changes against their own

with a database that is neither realistic, nor of a size where

copies of the production database which, while masked,

the impact on performance can be assessed. This can

are fully representative of the real database and can be

result in errors reaching production and causing unintended

provisioned to them in seconds.

problems when they’re deployed.
This new way of developing the database has transformed
As the Professional Association for SQL Server, they also

the way the IT team works. They have moved from

wanted to do more than simply improve their database

frustrating and time-consuming database deployments

development process. They wanted to demonstrate best

every few months to error-free releases every two weeks.

practice and be a role model for others to emulate.
It has also inspired them to look into how they can apply
Their goal was to take a DevOps approach and introduce a

similar processes to the way they develop and deploy

database development pipeline which would automatically

applications in order to gain the same advantages. So at

merge changes and generate the required deployment

PASS, rather fittingly, it’s the database that’s taking the lead

scripts and, at the same time, be compliant with data

when it comes to adopting modern development processes.

protection regulations.
That’s quite some ask.

Rebecca Edwards is a Campaign Manager at

They were already familiar with Redgate’s SQL Toolbelt,

Redgate and regularly writes about technology
issues. You can read more of her articles on the

which contains many of the industry standard tools for
database development, and they were particularly interested

Redgate blog.

in Redgate’s SQL Provision solution. SQL Provision
enables fully masked copies of production databases to
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INSIGHT

The 10 habits for highly
successful Compliant
Database DevOps
{ stephanie herr }

D

atabase DevOps has come of age. Now seen as
a key technical practice which can contribute
to the successful implementation of DevOps, it
stops the database being a bottleneck and makes
releases faster and easier.
Conversely, perhaps, the automation and audit trails it introduces can help to
protect personal data within databases and make compliance part of the same
process rather than an additional time-consuming step outside it.
That said, to implement it successfully, there are ten areas which teams should
focus on.
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1

2

DevOps is all about breaking down the silos between
different teams and working together to deliver value
to users. Developers and DBAs have a lot to learn from
each other and both skillsets are extremely important.

It’s all about the value that the business is delivering to
the user. If we all understand our users better, then we’ll
appreciate why the work is important and what affect
it might have. While working towards a common goal,
it also helps to focus on small increments to reduce
risk, learn and improve as you go, and concentrate on
building quality in.

Have DBAs on the
team

Have the team aligned
on a common goal

By having DBAs on the team, problems can be avoided
or found sooner, before they get to production and
affect users. This will hopefully reduce the Us vs Them
mindset and the conflicts that usually arise between
developers, who want to release changes quickly, and
DBAs who need to maintain the security and stability
of production. Instead, the team can work together
on operational concerns like security, stability and
performance from the beginning.

3

4

This is key for DBAs and businesses and, ultimately,
developers. Fines are larger than ever for companies
with the introduction of the GDPR, CCPA, SHIELD and
other legislation. A data breach can risk your company’s
reputation and may lead to outrage from your users,
which means they’ll go somewhere else. This could put
the business at risk, which ultimately jeopardizes the
jobs of DBAs and developers.

Agree on naming conventions, documentation levels
(I like to describe my tables and columns in extended
properties), code styles (SELECT vs select), and tools
(using Git across all projects, for example). This will help
people moving between teams and provide consistency.
Instead of just agreeing on them, try to put things in
place to encourage following them, or use a tool that
can apply proper styles to make it easier.

Protect your data

Standardize

Access to realistic production data during development
and testing, however, is always the preferred route and
helps find issues or performance problems sooner, a
concept known as shifting left. Teams need to have
this capability while still protecting the sensitive data
in Production by, for example, using masking and
pseudonymization techniques.
Backups, high availability, and good disaster recovery
processes are also important to protect your data.
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5

6

Version controlling your database code is important
because it gives a history of changes being made to
the database, which provides security and a starting
point for rolling back any breaking changes. Working
in a dedicated database sandbox also allows teams to
make changes quickly without affecting others. Version
control is the best way to share database changes
between developers and it’s also the starting point for
any kind of Continuous Integration, Continuous Delivery,
and/or Continuous Deployment processes.

With your database in version control, continuous
integration and automated release processes can be
put in place to streamlines releases, which removes
bottlenecks and reduces manual errors. This is
incredibly important for teams that need to release
more often.

7

8

Version control your
database code

Automate your
releases

Always test your
release in a staging
or pre-production
environment

Automate your tests
In order to release more frequently, you need to have
automated tests so that you’re confident in what’s
being released. Database unit testing is possible, but
I haven’t seen it that much in the wild. If you’re not
doing database unit tests, then hopefully the database
is being tested as part of the entire application in
automated integration or systems testing. I would
highly recommend at least having some smoke tests
for your database that cover the most critical parts,
and building testing into your database development
processes as you go forward.

Releasing to production shouldn’t be the first time the
deployment script is tested. Instead, it should be tested
along the way in CI, Test, QA, and/or UAT environments.
It’s also crucial to have a final release test on an
environment (sometimes referred to as staging or
pre-production) that is as close as possible to your
production environment, to help identify any issues
reaching production which might affect your users.
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9

10

Monitoring is important because it lets you find out
about issues or potential issues before your users do
and fix them fast. Downtime is incredibly costly, so
you also need to be able to understand the causes of
any such database performance issues quickly. It’s
nice to see when a release happened which may have
caused a problem, for example, so that you can track
down the root cause sooner. This can easily be done
with an automated release process which provides
an audit trail of when releases occurred and what
changes were made.

Being part of a team that is doing DevOps well is an
incredible experience. You’ll release changes more
frequently and learn as you go how to improve the
experience for your users. You may find some things
don’t work or you need to pivot, but you’ll be able to get
back on track quickly.

Monitor

It’s also good to monitor changes that happen
outside of your release process, often called
database drift. Why did this happen? Was it a valid
production hot fix or a user without proper permission
accessing production? If valid, how do you make sure
the changes are reflected in your earlier environments
so that you’re testing against a more realistic
production version and they’re not overwritten with
the next release?

Celebrate successes

You’ll also find some great successes as you get your
database into version control and start automating
releases, and these occasions should be celebrated.
DevOps is about people, processes and tools
working together, and it’s the people part that’s the
most important. So celebrate and then share your
successes with others to help them on their DevOps
journey as well.

Stephanie Herr is the Database DevOps
Product Manager at Redgate. She loves working
in agile environments and wants to help database
developers take advantage of agile technologies.

KNOWLEDGE

5 reasons restore
from backup no
longer cuts it in
dev and test
{ rebecca edwards }

If

developers and testers work with
a database that has similar data

characteristics and is of a similar size to
production, it will lead to fewer surprises
when deploying database changes and help
the team troubleshoot urgent production
bugs or performance issues. Likewise, if
developers have an easy way to spin up
multiple database copies, run tests, then
revert the database back to the original state
quickly, they can achieve far more within a
time-limited test cycle, and so drive up the
quality of software.
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Time

However, whenever developers or
testers need to create or refresh their

Depending on the size of the original database, restoring
a database backup can take hours per copy. For very
large databases, we’ve encountered development teams
who only get a full database refreshed once a quarter
or less. Development and test teams could be waiting a
long time before they can refresh outdated dev and test
databases. Every time they need to revert a database to
its previous state, following one series of tests and in
preparation for the next, they need to wait for a restore
operation to complete. This can slow down the speed at
which database problems are resolved or changes are
made and tested, which in turn restricts the speed at
which the business can adapt to new requirements.

local database copies, they often need
to wait for a DBA to provide them with
the latest database backup, cleansed
of any personal or sensitive data.
Each time they need to create a fresh
copy, or each time they want to revert
a database to its original state, it
probably involves restoring a backup.

Resources

This places a strain on the

As well as time, another resource that feels the strain of a
backup and restore process is disk space. Storage costs
quickly add up and having a team of 15+ developers
who all want to work on their own sandbox environment
can result in a large bill or a team of disgruntled
developers forced to work in a shared model. Imagine
a big production backup needing to be restored to test,
QA, staging and development environments for each of
your team members. We can see how this would quickly
consume costly disk space, and could become a blocker
for a team requiring multiple environments to work with.

administrative team who must
provide the sanitized backups, and
also restricts the speed at which
developers and testers can work. This
article highlights the five reasons why
backup and restore as a provisioning
process can cause unnecessary pain
for you and your organization, and

Compliance

suggests an alternative approach

In Redgate’s 2018 Data Governance Implementation
Survey, we learned that 72% of SQL Server professionals
work in an organization that is subject to legislation
such as HIPAA, PCI or the GDPR. Therefore, it’s vital for
these organizations to mitigate any risks where sensitive
information could be potentially breached. The truth
is, real customer or user data is rarely needed outside
production – it’s the size, shape and demographic
distribution that’s important for the purposes of testing.

using SQL Provision.
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Management

Having multiple copies of the production database
available in pre-production environments increases the
attack surface and the chances of leaks due to human
error. Any subsequent data breaches can damage an
organization’s reputation and could also result in a large
fine. The DLA Piper data breach survey in February
2019, for example, concludes: “We anticipate that
2019 will see more fines for tens and potentially even
hundreds of millions of Euros as regulators deal with
the backlog of GDPR data breach notifications.”

Lastly, it’s important to have control over the various
database copies being distributed to team members.
With backup and restore, this can be challenging. There
is no central view in which environments can be easily
and quickly refreshed, or that provides a clear picture of
where production copies are or whether the copies are
masked.
Without this kind of management view, precious disk
space could be taken up by forgotten copies and the
attack surface increased unnecessarily. How do you
know for sure that your team are working on the same,
up-to-date version for dev and test? If a legislation auditor
visited your organization, could you confidently state
where all the sensitive data resides, or that production
copies are suitably masked? Answers to these questions
shouldn’t cause a sweat but instead be easily available
and accessible in one centralized place.

Despite this, 65% of participants in Redgate’s 2019
State of Database DevOps Report revealed that they
use a copy of production data in pre-production.
Protecting sensitive data like PII or PHI in production
restores can be achieved through a masking model,
but only 36% advised they did so and even this is not
without its complications. While homemade masking
scripts can anonymize sensitive data, they may not
be fit for scale which can affect the demographic
distribution of the data, nullifying the point of a
production restore.

Whether one or all of the points above are applicable to
you and your organization, there are solutions available
which can help you address the issues being raised.

Bottleneck

SQL Provision from Redgate, for example, leverages
Microsoft’s proven virtualization technology and
combines it with comprehensive data masking
capabilities. This enables copies of production
databases to be created and restored to non-production
environments in seconds, using only a fraction of disk
space, with the data in those copies automatically
masked. Importantly, even if data masking is applied,
the final data will still retains its referential integrity and
original distribution characteristics.

In most organizations, the DBA or architect is
responsible for provisioning development and test
servers, which can cause a bottleneck. Developers are
unable to self-serve and must wait on the availability of
the DBA to provide the copy for them. As highlighted
earlier, the process can also take hours or days, so
imagine a DBA having to do this for a team of ten or
more developers. Without automated scheduling or
a self-serve functionality, the DBA’s time will be taken
away from important tasks like performance tuning,
while the developers will be prevented from testing their
changes as soon as they are made.

Shift LEFT Issue 5

30

Database DevOps

The process can also be automated and scheduled to run
overnight, enabling developers to start every day with a
fresh, up-to-date copy. SQL Provision’s built-in dashboard
provides a clear overview of environments, copies, selfserve functionality and reset features, so you can sleep
soundly at night knowing developers can quickly spin
up refreshed environments to the requirements you’ve
specified.

The provisioning process is a critical part of database
development. Introducing a technology that can remove
the pain points of backup and restore and replace them
with a more efficient solution can hugely benefit your
organization and the quality of life of you and your team.

As a measure of its value, KEPRO, a leading healthcare
provider in the US, replaced its backup and restore
process with SQL Provision and managed to save 15-20
hours a week, along with terabytes of data. KEPRO was
also able to get its new offshore development team up
and running quickly and smoothly, while complying with
the necessary data privacy regulations. The team could
self-serve and refresh their environments as and when
they needed, freeing up the DBA’s time to focus on more
proactive tasks for the organization.
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Rebecca Edwards is a Campaign Manager at
Redgate and regularly writes about technology
issues. You can read more of her articles on the
Redgate blog.
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OPINION

DevOps without the
database: A cautionary tale
{ grant fritchey }

C

ommunication is the foundation of DevOps. Grant Fritchey
tells the tale of a project that failed because of previous
communication and trust issues between the DBA and
development teams.

You hear often how DevOps doesn’t work with databases,

sharing their skills for mutual benefit, then why shouldn’t

or conversely that the people responsible for databases

that work when applied to databases? In my experience,

don’t work with DevOps. Neither should be true, but both

unfortunately, developers and DBAs have a poor track

frequently are.

record of collaboration and open communication.

When people say that DevOps doesn’t work with

Start with difficult, mainly manual, database development

databases, what they tend to mean is that it’s difficult to

processes, then vigorously stir up emotions by employing

automate many aspects of database development and

poor personal interaction skills, and suddenly bad

deployment, due to the persistence of data and the size

judgement is everywhere and database projects either

of the database. While, historically, there has been some

fail, or don’t work as advertised, take a lot longer than

justification for this side of the argument, there isn’t any

they should, and cost a lot more. You’ll often see all of

for its flip-side. If DevOps means Developers and Ops

that combined. I have just such a story.
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Mea culpa

Oh, but no DBAs. No database developers. They’re really not
needed, thanks to the magic of the ORM tool and, I’ve been told,
they’re the main reason that previous attempts at this project
failed.

Let me start by saying that a substantial part of this story is
my fault. I don’t think I can take personal responsibility for
everything that went wrong. However, I am responsible for
a healthy chunk of it. So, before we get to the story, let me
explain why I think I’m partly at fault.

Now, upon hearing this, the old me would have freaked. The
newer me looked at old me in the mirror and said, See? This is
your fault.

I’m probably not the nicest person in the world now, but I
used to be a stone-cold jerk. I didn’t see my job as a service.
I didn’t realize that by being a servant-based leader, I could
get a lot more done. Yeah, my nickname was The Scary DBA,
but I mostly got that from just looking scary. I had another
nickname, Rant. You know, a play off my name. However, it
was really a play off my personality. I’d snap easily, and start
wailing about how something was just plain wrong, stupid,
whatever. Quite rightly, it turned a lot of people off.

I requested to be involved in the project as an observer so
that I could take the superior and successful (well, in theory,
they will be eventually) processes to other projects. This was
granted, so I really did get to learn how things were done under
this new methodology.
I went to classes and learned about code first development.
I also learned all about this new ORM tool that was going
to revolutionize our database development. The code first
approach made some sense to me, although there were
aspects of skipping database design entirely that bothered me.
The ORM tool also seemed to be a miracle. It would not only
write the queries for the database, it would build the database
entirely and deploy it, all automatically. Heck, I’d been working
for years at that point trying to make database deployments
easier and more automated. I was even a very early adopter
of Data Dude, which became Visual Studio Database Tools.
I’m not simply a believer in DevOps. I’d already implemented
one aspect of DevOps, the automation, multiple times on
multiple projects. I just wish I had been better at practicing the
foundation of DevOps, communication.

To quote the greatest philosophers of our age, I got better. I
began to see that by being nothing but an irritant, even when
bad or dumb things really did happen to the database, I wasn’t
helping myself, nor my team, nor my employer. Since I liked
the team and liked my job, I had started to turn things around.
However, for one project, it was too late.

The project
I can’t go into details about this project. I can’t name names. I
don’t know who made all the decisions that were made, and
other than my own part in its downfall, owned to up front, I
can’t tell you who was responsible. So, in order to protect the
innocent, I’m going to protect the guilty as well.

One thing I had learned, and it still holds true: the devil is in the
details. So, I sat down and read through the documentation
on the ORM tool, wrote some code, did a bunch of research
on the internet. It seems that most, but not all, of the claims
were true. However, there was a fairly long list of caveats
and cautions about how to implement the ORM tool. I started
documenting best practices and things to avoid. I put it all
together and called a meeting with the development team.

This project had already launched and failed a few times.
Frankly, it was a difficult project, supporting a fundamental,
but very complex, business process. Let’s face it, if it was easy,
it probably wouldn’t have a lengthy and, hopefully, entertaining
as well as enlightening story attached.

Sitting across from me at the meeting were several people
who, let’s be honest, I had treated badly in the past. We went
through my document. I presented what I thought was a very
good case for a light database developer involvement, just to
be there to catch any queries that went south and needed to
be tuned or rewritten manually. Based then on my research
and now on very long experience, anywhere from 2-5% of
queries generated from an ORM tool are weak at best, and
seriously problematic at worst. You will need to write a few
queries by hand, but not very many.

Development
An outside contractor was brought in who had a wild new idea:
code first. Combine that with an Object Relational Mapping
tool (ORM) and some special secret sauce that only he knew,
and this difficult project would not only succeed, but he’d get it
100% complete within 18 months.
Cool!
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However, I was completely dismissed out of hand. Oh, and,
asked not to take part in the project any more, even as an
observer. And so, things went ahead without me.
And so, I spied on them.
Yeah, they’re using our database servers and I have sysadmin
privileges, and this was development, not a production
system, so I set up SQL Trace and watched the queries being
generated. I also looked at the database design regularly. They
were violating just about every single suggestion I had made.
They were effectively using the Hello World example from the
ORM tool as a set of best practices and developing from there.
Of course, spying on people is not a nice thing to do, proving
that back then I was not a nice person. Remember, also, that
this situation was one of my own creation. If I hadn’t been so
difficult in the past, they’d have had no cause to dismiss my
input now.

Testing
The new code first project was running long, and during
testing they were hitting issues with the database. All sorts of
issues. Performance, deployments, more. So, they contacted
me or my team, right? Nope. They called in a Microsoft
consultant. Great guy. We knew each other. He called me to
let me know he was going to be in our office. He asked me
about the project. I was honest. I explained that because I was
an ass previously, I had been kept out of the project. Yes, my
pride was wounded, but I really didn’t blame them for this; it
was on me. Of course, I knew some of what was going on, so
I explained it to him. He then did something that I’m not sure I
should thank him for or not. He invited me to the meeting.
I show up at the meeting and I’m getting a lot of
unkind stares from people. My consultant
friend shows up and says, I hope you

don’t mind, I invited Grant to sit in. I said, and boy, I’m so lucky I
said this, I’m just here to observe. I won’t take part or talk at all.
With that, I was allowed to stay, and the development team
proceeded to explain the issues to the consultant, and show
him problematic code, which I’d already seen.
Now, remember, the entire database had been built in a fullyautomatic fashion from the ORM tool. Most tables had no
clustered index. Many of the tables, maybe even most, had
no primary key. This was SQL Server, and yet there was not a
single foreign key in the database. They had basically turned
the relational storage engine into an object storage engine, but
SQL Server is not an object storage engine. It was not working.
Not at all.
The queries were … well, if you’ve seen some of the 5% of
queries generated by an ORM tool that are problematic, it
looked just like those. There were IN statements with 500
items or more, different parameter types for the same column,
and lots more. The consultant saw all this and then started to
address it.
First words out of his mouth were, Well, as Grant probably
already told you ...
The room went quiet. He outlined the issues with the database
and the queries, frequently repeating something along the
lines of I’m sure Grant already said this but …
I was dead
that’s a
starting to
hard not to

silent the whole time, and if you know me well,
miracle. No one looked me in the eye. I was
feel stiff and sore, because I was trying so
move, lest I get noticed. The atmosphere in
there
And, throughout the meeting and
was
that

ba

d.

Deliverance

afterwards, I was beating myself up. I recognized that
because I had been extremely difficult, if not downright
impossible, to work with in the past, my organization was
now suffering. I had screwed up horribly. What’s more, I
recognized that many of the people in the room were
leaders in the organization. I’d burned bridges in the past
with all of them. I decided then to get a new job.

So what lessons can we all learn?
First, don’t be a jerk. I hurt myself and negatively impacted my
career in many ways because I was not acting like an adult, let
alone a professional. More damagingly, my personal failings
soured the development staff on the whole database team. So,
instead of just kicking me out, or heck, firing me, they decided
to kick out anyone with database knowledge. That hurt the
organization.

Delivery
The project kept going. It ran very long. It ran very over
budget. Further, when it was finally delivered, the database
as configured, worked, albeit slowly (they never did fix
all those issues), but it was impossible to generate any
reports.

Next, databases are persnickety beasts. A successful
database DevOps project will need someone on the team
who has deeper knowledge of how the database behaves,
whether or not they’re called a DBA. That person is going to
help you develop the database, yes. They’re also going to help
you safely deploy the database. Finally, and this is the most
important part, they’re going to be around for ongoing support
of both these processes, as well as deal with emergencies
within the database system as they arise, as they will. All this
is regardless of the type of database you’re dealing with.

The object storage model they’d imposed on SQL Server
couldn’t be sliced across the tables in the way that was
possible with a relational model. They could use the tool to
pull data out, but that was all. For the reporting, they had to
build a data mart database, designed fully as a relational
database. It had primary keys, foreign keys and all the rest.
They then had to build a special replication process, with
more Microsoft consulting help (those guys rock by the
way) in order to get the data from the barely functional
database into the data mart.

DevOps works, and works well with databases. However,
DevOps really is about communication. If you’re not working
hard to communicate across teams, if you’re actively isolating
teams, then you will cause problems for yourself down the
road. DevOps projects succeed all over the world, all the time.
However, they succeed or fail on the culture of communication
you build. So, as individuals, don’t be a jerk. As a team, be
inclusive. As an organization, ensure that your jerks are kept
in line and your teams are involving all the stakeholders in a
project. Then, your DevOps implementation will also succeed.

Worse, deployments from the ORM tool worked wonderfully
… for the first deployment. After that though, the tool didn’t
protect the existing data. It treated the database like code.
How do you deploy code? Drop the old stuff and put the
new stuff in. Doing that in a database results in lots of pain.
So, another process was built to capture the changes made
in the database in one location and then create a safe
script for getting the changes into production.
All this added time, cost, all sorts of overhead – and all of
it was because I’d previously behaved as a big enough jerk
that the development team, at every possible point, resisted
having someone with database knowledge involved as they
built a database.
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RESEARCH

Are we entering a two-speed
DevOps world?
{ matt hilbert }

O

n the face of it, DevOps looks like it’s moving into the
mainstream. 85% of organizations that participated in
Redgate’s 2019 State of Database DevOps Report have either
adopted the process or plan to within the next two years,
for example. Interestingly, 58% of respondents have already
adopted a DevOps approach for some or all of their projects,
an increase of over 20% since the first survey in 2016.
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Yet simple maths shows that 15% of
organizations across the globe are turning
their back on DevOps – a percentage that has
barely shifted over the last three years. Further
analysis shows they tend to be in particular
sectors and sizes of company. Just 40% of
those in healthcare, government, education and
non-profit organizations have implemented or
plan to implement DevOps, for example, against
70% plus in media/entertainment and tech/
telecoms. There’s also a lower rate in smaller
organizations – 51% of companies with under
25 staff had DevOps plans, compared to 70% in
those with 10,000 staff plus.

1. Failure to understand
the business benefits
When asked why they weren’t
implementing DevOps, 40% of
respondents to Redgate’s survey cited
lack of awareness of the business
benefits as the number one reason,

What’s going on? DevOps has been shown to
increase efficiency, save time and ensure that
software is delivered faster. That’s key to every
organization, whether in the public or private
sector, large or small. Yet there’s a danger that
in terms of both application and database
development, we’re entering an era where some
companies and organizations are now in the
fast lane, free to release features faster and
with fewer errors, while others are perpetually
stuck in the slow lane, being left further and
further behind.
So, what’s holding back the adoption of DevOps
and how can the challenges be overcome?

• For CEOs, the benefits include
faster time to market, higher

across all sectors. For example,

quality products, a stable, reliable

delivering faster software to meet

IT infrastructure, higher customer

changing customer needs is as vital

satisfaction, lower costs, improved

for government bodies as it is for

business efficiency and higher

ecommerce or financial services

revenues.

companies. Quite simply, citizens

• For CIOs, the advantages to

followed by lack of executive leadership

be gained include improved

support (15%). Adopting DevOps

operational support and faster

is a major business change, and

fixes, good processes across IT

consequently has to be led from the top

and teams, greater automation,

if it is going to succeed. Clearly, some

increased team flexibility and agility,

IT managers, DBAs and developers

happier, more engaged teams,

don’t feel they have the ear of senior

more collaborative working, and

management, or the ability to persuade

increased respect and rewards

them to embark on the road to DevOps.

from senior management, along
with greater freedom to experiment.

However, given the maturity of DevOps,
there is now ample available evidence
on how DevOps contributes to business
growth, with multiple case studies
and resources for the C-level to show
how it saves money and opens up
new opportunities. Academic papers
prove the ROI that DevOps delivers, and
Redgate analysis highlights benefits at
multiple levels:

All of these business benefits apply

and customers now want – and often
expect – the same appealing experience,
whatever kind of organization they’re
dealing with.
Overcoming this first challenge
to DevOps adoption requires IT
professionals to research the benefits,
couch them in terms that appeal to
the different stakeholders within their
organization and highlight the ROI that
DevOps brings.

• For IT Managers, the wins are
the faster speed and lower cost
of releases, a lower volume of
defects, improved frequency of
new releases and features, better
application performance, shorter
mean time to recovery (MTTR),
lower change failure rates, and
better use of resources.
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2. Lack of budget to adopt
DevOps
Smaller organizations may have
smaller budgets, but over the medium
to long term DevOps actually saves
money. Software is developed faster,
without the need for extensive rework,

freeing up developer resources that

collaboration could already be well

health professionals, A Typology of

can be applied to other areas. In

developed, actually making the adoption

Organisational Cultures is as relevant

smaller organizations every dollar

of DevOps less complex in the first

today as it was then. Perhaps more so.

counts – meaning that the savings and

instance.

Importantly, the research he undertook

impact are proportionally greater when
adopting DevOps. It can transform the
whole approach to software delivery,
driving savings in terms of development,
error-free releases and faster
recovery from issues. More regular
deployments of new features also boost
competitiveness, potentially increasing
sales and revenues.
Consequently, those with the smallest
budgets stand to benefit the most.
Additionally, implementing DevOps
should be easier in an organization with
fewer people and less departments
compared to a 10,000+ person company
with multiple global offices and
teams. In this smaller size of business,
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is applicable across every industry

3. Overcoming cultural
issues
It may well be that the major reason for
failing to embrace DevOps is cultural. As
with any major business transformation,
it will only work if the organizational
culture is collaborative, open, focused
on innovation and looking to continually
improve.

sector.
Westrum defines the culture within
organizations as: “The patterned way
that an organization responds to its
challenges, whether these are explicit
(for example, a crisis) or implicit (a latent
problem or opportunity).”
He called out the way organizations
process information as a type marker

It’s not as easy as it sounds and the
reason lies in an academic paper
written by Ron Westrum, an American
sociologist, in 2004. Originally published
in ‘Quality and Safety in Health Care’,
an international peer review journal for

for culture, and identified three patterns,
each created and shaped by the focus
of management and the response of the
workforce to that focus. These became
what is now called the Three Cultures
Model:

Pathological

Bureaucratic

Generative

Power-oriented

Rule-oriented

Performance-oriented

Low cooperation

Modest cooperation

High cooperation

Messengers shot

Messengers neglected

Messengers trained

Responsibilities shirked

Narrow responsibilities

Risks are shared

Bridging discouraged

Bridging tolerated

Bridging encouraged

Failure leads to scapegoats

Failure leads to justice

Failure leads to inquiry

Novelty crushed

Novelty seen as a problem

Novelty implemented
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Westrum discovered that each of

Clearly, cultural change can be hard,

these organizational types influence

particularly in organizations that operate

activities such as communication

in traditional or not-for-profit sectors.

and cooperation, which causes

However, failing to change will hurt the

organizations to respond

entire business, meaning that DevOps

characteristically to problems and to

should act as a start point for wider

opportunities for innovation. Indeed,

cultural transformation, creating a more

the way they process information and

agile, customer-focused and responsive

behave is predictable in almost

organization.

every case.
In organizations with a pathological
culture, there is little collaboration or
welcoming of innovation, which would
be a hindrance to introducing DevOps. In
those with a generative culture, however,
the performance-oriented approach,
high cooperation and willingness to
implement novel ideas are all open
doors to DevOps.
Even in organizations that may not yet
have a generative culture across their
operations, it can be created within
the IT team. To achieve this, leaders
need to build trust with their people,
empower them with autonomy and rely
on strong communication to ensure
that everyone understands their role
and overall objectives. Breaking down
silos and championing collaboration is
crucial – as demonstrated by Redgate’s
research which showed that over three
quarters (76%) of companies that had
implemented DevOps reported that

The risks of neglecting
DevOps
Whatever sector you operate in,
every business needs to change to
meet greater competition and rising
expectations from customers and
citizens alike. This necessary digital
transformation is powered by software,
meaning that the speed at which you
can deploy new releases, the agility you
have to create new functionality and
the quality experience you deliver to
customers is vital.
DevOps is proven to deliver a positive
ROI across every type and size of
organization, making it mission-critical
to your organization’s future. Therefore,
it’s time for IT leaders to clearly
communicate the benefits to senior
management, quantify the budget
benefits and change their cultures –
before it’s too late.

Writer at Redgate. This article
was originally published on
ITproPortal in March 2019

integration between developers and
DBAs was good or great, compared to
a global average of 62%.
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Find a Redgate DevOps Partner
In Europe, Middle East,
and Africa

SolidQ Nordic AB

Architecture & Performance

Sun City Software Kft.

Lyon, France

Budapest, Hungary

contact@architecture-performance.fr

info@suncitysoftware.hu

Blue Turtle Technologies

xTEN | High-Performance Data

Malmö, Sweden
SE_Administration@solidq.com

Leeds, England

Johannesburg & Cape Town, South Africa

info@xten.uk

info@blueturtle.co.za

In North America

Coeo
Wokingham, England

Abilis Corp

info@coeo.com

Portland ME & Montreal QC
info@abiliscorp.com

DATAmasterminds
Amsterdam, the Netherlands

Clear Measure

info@datamasterminds.io

Austin TX
info@clear-measure.com

DevOpsGroup
Cardiff, Wales

Computer Enterprises, Inc.

team@devopsgroup.com

Pittsburgh PA
info@ceiamerica.com

DLM Consultants
Cambridge, England

Concurrency, Inc.

enquiries@dlmconsultants.com

Chicago IL, Minneapolis MN & Brookfield WI
fgill@concurrency.com

Miracle

Continuus Technologies

Reykjavik, Iceland

Milwaukee WI

info@miracle.is

info@continuus-technologies.com

N4Stack

CSW Solutions

Nottingham, England

Chicago IL

hello@n4stack.co.uk

info@cswsolutions.com

Nexus Technology

Kizan

London and Jersey, UK

Louisville KY & Cincinnati OH

enquiries@nexustech.je

info@kizan.com

Riley Waterhouse

LIKE 10 INC.

Lancashire, England

Ottawa ON

info@rileywaterhouse.co.uk

info@like10.com
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Human Interactive Technology Inc.
Tokyo, Japan
rg_support@hit-inc.jp

Mi4
Houston TX
blake@mi4.com
Nebbia Technology

LobsterPot Solutions
Melbourne, Australia
contact@lobsterpot.com.au

Orlando FL
hello@nebbiatech.com
Plexifact

OnCall DBA
Perth, Australia
sales@oncalldba.com.au

New York NY
info@plexifact.io
Polaris Solutions

SQL Down Under
Melbourne, Australia
info@sqldownunder.com

Chicago IL
info@polarissolutions.com
SQL Watchmen
Austin TX

SQL Maestros
Bangalore, India
info@redgate.sqlmaestros.com

info@sqlwatchmen.com
Zivra Technology Consulting
Chicago IL, Dallas TX & Monterrey, Mexico

SQL Masters Consulting
Brisbane, Australia
warwick@sqlmastersconsulting.com.au

devops@zivra.com

In Latin America

Wardy IT Solutions
Brisbane, Australia
contact@wardyit.com

Grupo Babel
San Pablo, Costa Rica
info@grupobabel.com
SQLCore
São Paulo, SP
comercial@sqlcore.com.br
Zivra Technology Consulting
Chicago IL, Dallas TX & Monterrey, Mexico
devops@zivra.com

We have a growing number of consultants across

In Asia Pacific

the globe who can help you with the installation,
customization and training of our products to get you

DB Insight
Brisbane, Australia
contact@dbinsight.com.au

on the road to Compliant Database DevOps.
If you’re interested in becoming a Redgate Certified
Partner, or would like to find out more, visit:

Furō
Melbourne, Australia
hello@furo.io

www.red-gate.com/consultant
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PARTNERS

Thanks to Redgate,
you have the best tools.

Now make the
most of them.

We help teams deploy with conﬁdence by automating
infrastructure, code, and database delivery.
Contact us to go from “How do I use this?” to “Let’s do this!” faster.
www.nebbiatech.com | hello@nebbiatech.com | 407.930.2400
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Deliver value quicker while keeping your data safe

Redgate helps IT teams balance the need to
deliver software faster with the need to protect
and preserve business critical data.
You and your business beneﬁt from a DevOps
approach to database development, while staying
compliant and minimizing risk.

Find out more at
www.red-gate.com/DevOps

